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Motivation Approximate Lookups in XML Database

XML database

guery document dist =7 § book o
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dist = 1

threshold=3

[1 Simple approach:
1. compute distance between the query document and each document in DB

2. choose documents within threshold

[1 Very expensive
[1 scan whole DB
[1 compute distance to each XML document

[1 Index for approximate lookups
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Motivation Need for Incremental Updates

[1 Documents in database change
[1 changes are node edit operations : rename, delete, insert

L] inverse edit operation undoes the edit operation

rename j honto] ohn __—_  deleteaut hors
article J— — //article> — — article
RN PR .
aut hors title // aut hors \/tltle aut hor author title
I | I I
aut hor aut hor i ndexes ["aut hor aut hor i ndexes peter john indexes
\ %
tI r (/'IIL 1) D— ;eﬂ—e;— _'_Ih/ N
pet e j hon — j ohn .
2oL . . insert aut hor s
rename | Ohntoj hon

Index update required
Problem: computation from scratch expensive (> 3 hours for DBLP)

Only small subtrees change. ..

1 OO OO .

Solution: incrementally update changing parts in index
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Motivation Problem Definition

[1 Update index based on
Scenario: [ old index Zg

(1 log of inverse edit operations (€1, . .., €y)

[1 resulting tree T,

[1 Do not compute Z,, from scratch .

[1 Do not compute intermediate trees .

[1 Example:
[1 index for DBLP
[1 1000 updates

[1 incrementally update index!
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Motivation

Running Example

VLDB 2006, Seoul, Korea

Example tree:
a article
bcd bill chris dave
Example Scenario:
e1 = INs(a, e, 2,2) es = REN(d, X)

TO//\Tl/\TQ

a - a _ a
€1 — DEL(e > — REN(x,d
/N e N e ReGd) N
bcd b T d b ET X
C C
0103, 0132,
7, 0124,0140 -
1300, 1200,
1400
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pg-Gram Index Splitting Tree into  pg-Grams

[1 pg-Gram pattern:

|| p-part
/ \Y\anchor
q-part

(1) Splitting the tree into 2,2-grams:

Tree T Profile P

@5\

Q
P
% split Py e g es
N - A aabgd
b ¢ obbCCddooooooo

g-part
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pq-Gram Index Serialization and Hashing

(2) Preorder serialization: pg-gram — serialized pg-gram

1 serialize (shorthand)

Ia — (’7 a,e, b) — «aeD
. b

(3) Hashing: serialized pg-gram — hash string

[1 Fingerprint hash function:

noden | A(n)
. 0
: a 1
Hash Function A(): b 3
c 2
d 4

[ Note: eaeb standsfor (e,article,e,bill)
[1 string tuple is mapped to integer

(e,article,e,bill) — 0103
(e;article,bill chris) — 0132
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pg-Gram Index

Overview

Tree T

a
b/cl:\d

/\

W X

/\
y Z
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Profile P

split % 0
VvV VvV

— n I "
oW WX )

serialize

—

serialize

—>

Profile P (serial.)

.a.b, oabC,
oE':lCd7 edde

oV e\, o VWX,

XYoo, XZ oo
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hash

Index Z

treeld | pqg cnt
To | 0103 | 1
To | 0132 | 1
To | 0124 | 1
To | 0140 | 1
Ty 0507 1
T, 0578 1
T, | 8900 | 2
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Index Update Single Edit Step

abee

A &y = REN(x, d) /T\ eaebh eabe
b | d bTX aeeC aeCe
C C €Ceo

M(é(T2vé2)752) 5(T27é2)

Profile Update Function (old pg-grams) Delta Function (new pg-grams)
o P, \ P, if ey isdefined on Ty

U((Tga,e2),e2) =Py \ Py 6(Ty, &) =
) otherwise
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Index Update Multiple Edit Steps

e1 = Ins(a, e, 2, 2) es = REN(d, X)

TO //\ Tl /—\ T2

a a a
/I\ /I\ /I\
bcd bed bex

! !

[l Invariant pg-Grams (no need for update)
C,=Pyn---NnP,
[l Old pg-Grams (deleted from old index Z)
A, =Po\C,
L] New pg-Grams (inserted into new index Z,,)

At =P, \C,
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Index Update Solution (Overview)

L1 Input:
1. old index Zg
2. log of inverse edit operations (€, ..., €1)

3. resulting tree T,

[1 Output: new index Z,,

[1 Solution: 3 Steps

1. compute new pg-grams :

At =§(Ty,e1)U---Ud(Ty,ey)
2. compute old pg-grams :

A =U(. UUAY,e,) En_1)...,E1)
3. update index :

In =Zo \ MA,) WAAT)
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Index Update Example of AT Computation

AT =[6(T1,e1) NP2l U(To, )
" Tinotgvent  OK
[1 Compute 4 on wrong tree (T5) and fix it
6(T1,e1) N Pe=08(Ta,e1) \ (T2, e2)

O A =08(Ta,e1)\0(To,e2)Ud(To, e9)

AT =6(To,e1)Ud(To, e9)

Reality: To a . T1 2
b/(lz\d — b/é\d eade abee

i

Computation: a T, g

N ——

i €1 = DEL(e) (|:

not in scenario!
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Index Update Computing A™

[l new pg-grams can be computed using:
[1 the resulting tree T,

[ thelog (€1, ...,€n)

Theorem 1 The set of new pg-grams can be computed on T,, as

A= 6(Tn er)
k=1

[l Next step: compute old pg-grams A;
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Index Update

Example of A~ Computation

Py

P,

[1 Profile update function

VLDB 2006, Seoul, Korea

U transforms new pg-grams into old pg-grams.
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Index Update Computing A~

Theorem 2 The old pg-grams A; are computed by recursively applying
the update function I/ to the new pg-grams A

A =U(..UUAT &), ep 1) ...,E1).
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Index Update Hash pg-Grams and Update Old Index

[1 Hash old (A7) and new (A.) pg-grams

[1 Update old index Z
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Index Update Algorithm

Algorithm 1 : updat el ndex(Ig, T, log)

1 AI — Q);

2 foreach €; € logdo AT — AT U(T,,&);
3 A; — A;L_;

4 for €; «— €, downto €7 do A «— U(A,€&;);
5 I «— ANA);

6 I — ANA,);

I, Io\I UIT;

return I,,;

o

Implementation

[] Store p-part and g-part in tables P and ()

a P Q
/1\ T T 0 o b
bex 2 & 3 4T e (oo
| ob be eX Xe Z f

C
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Index Update Formulas for Updating A;

Insert node n as the k-th child of node v: INs(n, v, k, m)
0(Tj,e) = P(v) o Q" ™ (v) U P(x) o Q(x) Vx € descp—2(Ck, .- -, Cm)
U(T;,e),e) =P(v)o [ Q"™ (v)/D(n)] U PT™%(v)o Vx € descp—2(Ck,...,Cm), d = dist(c;,x) + 1
[D(e) /Q" ™ ()] U PT™%(x) 0 Q(x) ¢; : i-th child of v
Delete node m, DEL(N):

5(T;, &) = P(v) o Q" *(v) U P(x) o Q(x) Vx € descp—1(n)
UOB(T;,e),e) = P(v) o [V (V) /QINUP"(x) 0 Q(x)  ¥x & descy—1(n) \ {n}

v : nis the k-th child of v

Rename node n to [’: REN(n, 1")

5(T;,€) = P(v) o Q%" (v) U P(x) o Q(X) Vx € descp_1(n)
UG(T;,e),e) = P(v)o [Qk”k(v)//D(m)] U P”/m(x) o Q(x) Vx & descp_1(n)
m = (id(n),!") v : nisthe k-th child of v
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Experiments

Index Size

| Index size linear In tree size I

1200 '
document —+——
I 3,3-gram index
1000 1,2-gram index %
— 800 r
=
Py 600 |
N
“ 400 t
200
0 s , .
0 le+07 2e+07
number of nodes
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[1 Experiment: synthetic data (XMark)
[1 vary document size
[1 compute index

[1 compare index size with tree size
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Experiments

Lookup Efficiency

‘ Index greatly increases efficiency  for lookup I

8000

time [sec]

7000 r
6000 r
5000 |
4000 r
3000 |
2000 r
1000 r

94

lookup with index —
lookup without index

1657

82

2687

6969

92

31 trees

49.5M nodes

293 trees

50.2M nodes

1999 trees
43.7M nodes
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[1 Experiment: synthetic data (XMark)
[] lookup with/without index
[1 different document sets of similar size

[l measure wall clock time
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Experiments Incremental Update vs. Recomputation

‘ Update independent of tree size I

from scratch ——+—
100000 - 100 edit ops

- 10 edit ops ¥

I 1editop O
o 10000 | [1 Experiment: synthetic data (XMark)
% 1000 ¢ [1 vary tree size (up to 27M nodes)
E 100 | [1 compute incremental update

' : [1 compute index from scratch

10 e K e S e ¥ -
S . al [1 measure wall clock time
1 it . | .
0 le+07 2e+07

number of nodes
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Experiments Incremental Update Scalability

‘ Update linear in log size I

12000 . . : ; :
10000 | from scratch ——+—
update
< 8000 ¢ 0 E : :
3 xperiment: DBLP (211MB, 11M nodes)
) . .
‘5 6000 f 1 [1 wvary number of edit operations
g 4000 | ] [1 compute incremental update
[] compute index from scratch
2000 | :
[J measure wall clock time
0

0 2000 4000 6000 8000 10000
number of edit operations
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Experiments

Breakdown of Update Time

AT A~: main share

| Hashing very cheap I

Z,=Zo\Z UZT": sublinear inlog size

Action Number of edit operations
1 10 100 1000

AF 0.642s 3.903s 37.533s 391.513s
IT=X(A}) | 0.184s 0.199s  0.287s 0.443s
A~ 0.196s 2.836s 27.967s 295.104s
I-=XA,) | 0177s 0.191s  0.185s 0.383s
Io\I“UIT |/2206s 2.770s  6.475s  19.780s
total 3.405s 9.900s 72.448s 707.224s
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[1 Experiment: DBLP (211MB, 11M nodes)
L1 vary number of edit operations
[] compute incremental update
[1 wall clock time for each steps
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Related Work

[l pg-Gram distance (Augsten et al., VLDB 2005)
[] edit distance approximation

[1 properties analyzed in (Augsten et al., VLDB 2005)

[1 Other edit distance approximations
[] (Garofalakis & Kumar, TODS 2005): approximation guarantees with tree edit distance embedding
[] (Yang et al., SIGMOD 2005): lower bound for edit distance
[1 (Weis and Naumann, SIGMOD 2005): XML duplicate detection
[1 (Cobéna et al., ICDE 2002), (Lee et al., TKDE 2004): XML change detection

[1 Approximate XML join by (Guha et al., SIGMOD 2002), index by (Guha et al., ICDE 2003)
[1 optimize join based on tree edit distance using reference sets

[] updates of reference sets not addressed
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Conclusion and Future Work

[1 Proof for incremental update  of pg-gram index with
[] old index
[] resulting document
[] edit-log
[1 Update efficient
[] constant in tree size

[1 linear in edit-log size

[1 Future work
[1 optimize edit-log (e.g. remove redundancy)
[] subtree edit operations (e.g. subtree move)

[1 compute updates for edit ops in parallel
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